Chapter 3

Examining Relationships
between Two Variables
Cross-Tabulations

D

onald Trump’s victory in the 2016 presidential election surprised many
political observers. During the campaign, pundits and prognosticators
dismissed Trump’s chances of winning.1 Hillary Clinton, it was widely
felt, would reassemble the coalition that carried Barack Obama to victory in 2008
and 2012. Latinos, African Americans, young people, and women—high levels of
support for Clinton among these voters would spell defeat for Donald Trump.
Things did not quite work out this way. Shortly after the election, the Pew Research
Center issued a series of reports about voting behavior in 2016.2 In these reports, Pew
detailed group breakdowns in voting. Based on exit polls, Pew found that race was an
important predictor of the vote—but not quite in the same way it was in 2012. White
voters did vote for Donald Trump over Hillary Clinton by a margin of 22 percentage
points; that margin was about the same as Mitt Romney’s edge over President Obama
among whites in 2012. But Clinton did not do quite as well as Obama among minority
voters. Whereas Obama in 2012 captured the overwhelming support of African Americans (93%) and Latinos (71%), Clinton’s support among these voters was weaker.
Among African American voters, she won 88% of the vote; and among Latino voters,
she won 66%.
Similarly, the Clinton campaign was less successful in winning support among millennial voters, a key component of the Obama coalition. Voters eighteen to twenty-nine
years old did prefer Clinton over Trump by a wide margin, 55% to 37%, but, in 2012,
Obama’s advantage over Romney was even greater (60% to 36%).
Only among women did Clinton outperform Obama. But her edge was very thin. In
2016, women preferred Clinton over Trump by a margin of 12 points, compared to an
11-point advantage for Obama over Romney four years earlier.
These statistics tell a story. They help us understand which groups voted for which
candidate, and thus they help us understand why Trump won. But underlying these
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patterns are deeper explanations. African American voters, for example, voted for
Clinton at a very high rate. In fact, if we go back several decades, we will find that
African American voters’ support for Democratic presidential candidates has been
consistently very strong. Why would this be? There are many factors, such as the
Democratic Party’s support for civil rights and Democratic Party advocacy of social
programs that benefit many African Americans. Statistics can help us see group patterns in voting. Explaining those patterns requires a deeper understanding of history
and politics.
Questions about whether certain social groups are more likely to vote for one candidate or another (e.g., were women more likely to vote for Clinton?) are questions
about relationships between variables. In chapter 2, we examined frequency distributions as a way of describing single variables at a time. In this chapter, we examine cross-
tabulations as a way of examining bivariate relationships, or relationships between
two variables.

Cross-Tabulations and Relationships
between Variables
Cross-tabulations are tables that show the relationship between two variables. They
are also called contingency tables, or joint frequency tables. The latter term is especially
descriptive of what these tables convey. As we saw in chapter 2, we can create a
frequency distribution to display the distribution of a single variable. Cross-tabulations
are essentially a series of side-by-side frequency tables. They present a frequency
distribution of one variable for each category of another variable. They are often called
“cross-tabs” for short.
Continuing to think about what factors shaped how people voted in the 2016 presidential election, we will examine several cross-tabulations between various factors and
presidential votes. We noted above that a larger percentage of millennials voted for
Clinton than for Trump. But what were the differences in candidate preference across
all ages? Table 3.1 presents voting patterns based on age.3
Table 3.1 2016 Presidential Vote, by Age
18–24
Years

25–29
Years

30–39
Years

40–49
Years

50–64
Years

Voted for Clinton

56%

54%

51%

46%

44%

45%

Voted for Trump

34%

38%

39%

49%

52%

52%

Voter for another
candidate

10%

8%

10%

5%

4%

3%

100%

100%

100%

100%

100%

100%

Total

65 Years
and Older

Source: CNN exit poll data.
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To understand group voting patterns, we must examine and compare percentages.
We see, for example, that 56% of voters aged eighteen to twenty-four years supported
Clinton, compared to 54% of voters between the ages of twenty-five and twenty-nine.
This is a very small difference of 2 percentage points and suggests that the likelihoods
of voting for Clinton among voters in the two youngest cohorts were close to equal.
Similarly, the percentages for voters in the three oldest categories were close to equal:
around 50% of voters forty years or older supported Trump, no matter how much older
than forty they were. On the other hand, if we compare the youngest and oldest cohorts,
we see larger differences: Voters sixty-five and older were 18 percentage points more
likely than those eighteen to twenty-four to vote for Trump (52 − 34 = 18). This is a large
gap, and it supports the claim that age (at least young versus old) was an important
influence on vote choice.
Race and ethnicity were also important shapers of vote choice. Consider Table 3.2,
which examines 2016 voting patterns based on race and ethnicity.
Table 3.2

2016 Presidential Vote, by Race/Ethnicity
White

African American

Latino

Asian

Voted for Clinton

37%

88%

66%

65%

Voted for Trump

57%

8%

28%

27%

6%

4%

6%

8%

100%

100%

100%

100%

Voter for another candidate
Total
Source: CNN exit poll data.

When we compare white voters to other voters, we find huge differences in support
for the candidates. Compared to whites, African Americans were 49 percentage points
less likely to support Trump (57 − 8 = 49). The corresponding differences for Latino and
Asian voters were 29 and 30 percentage points, respectively. When we find differences
as large as these, we have very strong evidence to support the claim that race and ethnicity were strong predictors of the vote.

Independent and Dependent Variables
Each of the examples displayed in Tables 3.1 and 3.2 involves two variables. In Table
3.1, we examined the connection between age and vote choice. Similarly, in Table 3.2,
we looked at the connection between race/ethnicity and vote choice. Underlying both
of these examples is an assumed relationship between independent (or explanatory or
predictor) and dependent (or outcome) variables. In the first case, we are suggesting
that one’s age (the independent variable) helps us explain or predict how one will vote
(the dependent variable). And in the second case, our analysis is based on the premise
that racial/ethnic identification influences one’s vote choice.
Let’s focus on the example in Table 3.1, where we examine the relationship between
age and vote. First, how do we know which is the independent variable and which is
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the dependent variable? Sometimes, the answer is self-evident. The independent variable is the cause, or the factor that is doing the explaining. The dependent variable is the
effect, or that which we are seeking to explain. Which proposition makes more sense?
1. Age ➜ Vote Choice
2. Vote Choice ➜ Age
The first proposition suggests that one’s age influences one’s vote choice. The second
proposition holds that one’s vote choice affects one’s age. As a matter of logic, the
second proposition is not possible, since age precedes vote choice. So, in this case, there
is only one way to model the expected relationship between age and vote choice. And
the evidence presented in Table 3.1, showing fairly large differences in the vote choices
of younger versus older voters, supports the proposition that age helps “explain” vote
choice.
But consider another set of variables: political party identification and ideological
identification. Which comes first? Does one’s underlying partisanship influence one’s
subsequent ideological identification?
1. Party Identification ➜ Ideology
Or is it the other way around—with individuals choosing to identify as Republican or
Democrat only after they have decided if they are conservative or liberal?
2. Ideology ➜ Party Identification
Both of these are plausible models of the relationship between partisanship and
ideology. In Table 3.3, we examine the first of these models, using data from the 2016
American National Election Study (ANES).
Since party identification is the independent variable, the percentages in Table 3.3
tell us the percentage of each partisan category that identifies as liberal, moderate, or
conservative. For example, the upper-left cell tells us: “61.2% of Democrats identify
as liberal.” Continuing down the “Democratic” column, we find that 28.6% of Democrats are moderates, and only 10.3% of Democrats call themselves conservative. The
Table 3.3 Effect of Party Identification on Ideological Identification, Column
Percentages
Ideology

Democratic

Independent

Republican

Liberal

61.2%

21.1%

4.0%

Moderate

28.6%

52.3%

19.5%

Conservative

10.3%

26.6%

76.5%

Total

100%

100%

100%

Source: 2016 American National Election Study.
Total percent may not sum to 100 due to rounding.
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percentages in each column add up to 100%—this is because for any category of party
identification, there are only three possible choices for ideology (we have excluded
those who did not select liberal, moderate, or conservative); and thus the sum of these
column percentages must be 100%.
Using Table 3.3, we can easily compare the ideology of those who identify with the
different parties. Whereas only 10.3% of Democrats identify as conservative, for example, 76.5% of Republicans identify as conservative, a substantial difference.
Table 3.3 presupposes that party identification is the independent variable. But
what if we conceive of the relationship in the opposite direction? We can assume that
one’s ideological tendencies influence one’s partisan identification—that is, that people
select which party to identify with based on their prior ideological position. We have set
up Table 3.4 to reflect this understanding of the relationship between the two variables.
Now, if we look at the upper-left cell, we find that 87% of self-described liberals identify as Democrats. Compare that to what we found in the upper-left cell in Table 3.3: 61.2%
of Democrats call themselves liberal. In Table 3.3, we are treating party identification as
the independent variable. In Table 3.4, we are treating ideology as the independent variable. These tables should and indeed do tell different stories. In Table 3.3, a majority of
Democrats (61.2%) call themselves liberal, and a majority of Republicans (76.5%) identify
as conservative. But these are not overwhelming majorities, and they tell us that sizable
minorities of each partisan category defect from the party majority’s ideological view.
On the other hand, when we organize the electorate by ideological category instead of
by partisan identification, as we do in Table 3.4, we find a stronger association between
the variables. In 2016, fully 87% of liberals were Democrats; only about 13% identified as
Republican or Independent. Similarly, among conservatives, 81.7% identified as Republican; and about 18% of conservatives chose a different partisan identification.
How can we explain this seeming paradox—87% of liberals are Democrats, but
only 61% of Democrats are liberal? The answer has to do with the composition of
these groups. First, these groups are not equal in size. There are a lot more Democrats
than there are liberals. And second, liberals are a fairly homogeneous group, at least
when it comes to party identification. Relatively few liberals (13%) regard themselves
Table 3.4 Effect of Ideological Identification on Party Identification, Column
Percentages
Party Identification
Democrat

Liberal

Moderate

Conservative

87.0%

47.1%

11.2%

Independent

7.4%

21.2%

7.1%

Republican

5.7%

31.7%

81.7%

Total

100%

100%

100%

Source: 2016 American National Election Study.
Total percent may not sum to 100 due to rounding.
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as anything but Democrat. But there are also many moderates—47%—and even some
conservatives who also regard themselves as Democrats.
Tables 3.3 and 3.4 show an important convention in constructing cross-tabulations.
In each of these tables, we have placed the independent variable across the top. In
other words, each column corresponds to a category of the independent variable;
and each row corresponds to a category of the dependent variable. Sticking to this
convention will standardize and simplify our interpretation of the percentages in
these tables. We call percentages that break down the variable in the columns column
percentages.
Cross-tabulations present side-by-side frequency distributions of the dependent
variable for every category of the independent variable. Returning to Table 3.4, we
can view the table as conveying the frequency distributions of the dependent variable,
party identification, for three different groups of people: liberals, moderates, and conservatives (the three categories of the independent variable).
How do we know if the independent variable is affecting the dependent variable? The answer is straightforward. We simply compare the percentages across columns. When the differences between column percentages are small or nonexistent,
we lack evidence to support the claim that the independent variable is influencing
the dependent variable. Look at the example in Table 3.5, using data from the 2016
ANES.
Does knowing a respondent’s gender help us predict their position on abortion?
Not at all. About 73% of all respondents believe that abortion is a matter of personal
choice. Among women and men, the column percentages are almost identical, at about
73%. We see the same pattern for the other views of abortion. Knowing a respondent’s
gender does not help us explain their position on abortion.
The larger the difference between column percentages, the stronger the statistical
evidence that the independent variable helps “explain” the dependent variable. We
have seen evidence of strong relationships between the variables in some of the prior
examples in this chapter. We saw, for example, that partisanship is a good predictor of
ideology (Table 3.3) and that, conversely, ideology is a very strong predictor of partisanship (Table 3.4).
Table 3.5 Effect of Gender on Position on Abortion, Column Percentages
Women
Abortion should never be permitted

Men

Total

5.8%

4.9%

5.3%

Abortion only in cases of rape, incest, or danger to
woman’s life

10.2%

11.2%

10.7%

Abortion should be permitted for other reasons

11.6%

11.1%

11.4%

Abortion a matter of personal choice

72.4%

72.8%

72.6%

Total

100%

100%

100%

Source: 2016 American National Election Study.
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Column, Row, and Total Percentages
How exactly are the percentages in the cells in a cross-tabulation calculated? The first
step is assigning cases to the cells of the table.
Let’s look at an example involving two variables: how often people worship (i.e.,
attend religious services) and how often they pray. Imagine we have ten respondents, and, for each one, we record their value on each of the variables, as shown in
Table 3.6.
Next, we construct a table, as shown in Table 3.7, that contains a cell for each possible combination of categories of the two variables. There are three categories of the
worship variable and three categories of the prayer variable. Thus there are nine (3 × 3)
possible combinations of the two variables. Next we place each respondent in the appropriate cell. For example, respondent number 1 worships often and prays often. This
respondent is counted in the upper-left cell. In this example, respondent 3 is the only
other individual who worships often and prays often, so this respondent is also counted
in the upper-left cell. Of the ten respondents, two are counted in the upper-left cell.
Table 3.6 Values for Frequency of Worship and Prayer for Ten Respondents
Respondent

How Often Does
Respondent Worship?

How Often Does
Respondent Pray?

1

Often

Often

2

Often

Occasionally

3

Often

Often

4

Never

Occasionally

5

Occasionally

Occasionally

6

Occasionally

Never

7

Never

Often

8

Often

Occasionally

9

Never

Never

Occasionally

Occasionally

10

Table 3.7 Raw Frequencies for Each Combination of Categories for Frequency of
Prayer and Worship, N = 10
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Worships Often

Worships Occasionally

Never Worships

Total

Prays often

2

0

1

3

Prays occasionally

2

2

1

5

Never prays

0

1

1

2

Total

4

3

3

10
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We classify each respondent in the same manner and place them in the appropriate cell.
This is how we populate the cells of a cross-tabulation. The number in each cell represents the raw frequency, or the number of cases that fall into the combined categories
of the two variables.
Now let’s use real data to examine the true relationship between attending religious services and praying and to illustrate how the percentages in the cells of cross-
tabulations are calculated. Table 3.8, using the full sample from the World Values Survey
(WVS), shows the relationship between how often Americans pray and how often they
attend religious services.
We posit frequency of worship as the independent variable, and so we show it
across the top—that is, each column represents one category of frequency of worship.
Frequency of prayer is the dependent variable. To construct a cross-tabulation, we begin
with the raw frequencies, displayed in Table 3.8.
The interpretation of these raw frequencies is straightforward—595 respondents
who worship often also pray often. But with only the raw frequencies on display, it is
essentially impossible to see patterns in how the frequency of prayer differs for those
who worship more or less often. This is because the total number of cases in each
category of the independent variable is not the same. To see patterns across worship
categories, we need to know how large each cell frequency is relative to the total number of cases in each category. Column percentages are standardized for differences in
the size of each category. As our goal is to determine the extent to which the independent variable helps explain the dependent variable, we must examine and compare the
column percentages.
How do we calculate the column percentages? The procedure is exactly the same
as the one we saw in chapter 2, when we looked at the calculation of percentages in a
frequency distribution. Only here, we employ that procedure for each column in the
cross-tabulation. To calculate column percentage (col%), we divide the raw frequency
of a cell (f) by the total number of cases in that column (col total).
col% =
Table 3.8

f
(100)
col total

Effect of Frequency of Worship on Prayer, Raw Frequencies

Frequency of Prayer

Worships Often

Worships Occasionally

Never Worships

Total

Prays often

595

279

117

991

Prays occasionally

166

439

223

828

6

43

316

365

767

761

656

2,184

Never prays
Total
Source: World Values Survey (Wave 6).
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We see, from Table 3.8, that there are 767 respondents who stated that they worship
often. This is the column total (col total). Of the 767 respondents who reported
worshipping often, 595 also reported praying often. That is the raw frequency of the
cell (f).
595
= 0.776
767
Of those who worship often, 77.6% also pray often.
Similarly, among the 656 respondents who never worship, 117 of them report that
they pray often.
117
= 0.178
656
Of those who never worship, 17.8% pray often.
Applying this procedure to every raw frequency in the cross-tabulation produces a
table that contains all the column percentages we need to determine whether frequency
of worship influences frequency of prayer. Take a moment to calculate the column percentages for the rest of the table. These figures are shown in Table 3.9.
A cross-tabulation (such as Table 3.9) also provides us with a frequency distribution
of the dependent variable for all respondents. This appears in the right column titled
“Total” and is also known as the “marginal distribution” or “marginal percentages.”
Here, 45.4% of all respondents pray often, 37.9% pray occasionally, and 16.7% never
pray. These are calculated by dividing the N in each category of the dependent variable
by the total N for the sample. For example, 991 out of the full 2,184 respondents report
they pray often (991/2,184 = 0.454, or 45.4%).

Table 3.9 Effect of Frequency of Worship on Prayer, Column Percentages
Frequency of Prayer

Worships Often

Worships Occasionally

Never Worships

Total

Prays often

77.6%
(N = 595)

36.7%
(N = 279)

17.8%
(N = 117)

45.4%
(N = 991)

Prays occasionally

21.6%
(N = 166)

57.7%
(N = 439)

34.0%
(N = 223)

37.9%
(N = 828)

Never prays

0.8%
(N = 6)

5.7%
(N = 43)

48.2%
(N = 316)

16.7%
(N = 365)

Total

100%
(N = 767)

100%
(N = 761)

100%
(N = 656)

100%
(N = 2,184)

Source: World Values Survey (Wave 6).
Total percent may not sum to 100 due to rounding.
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With the inclusion of the column percentages, we are in a much better position to
assess the effect of the independent variable on the dependent variable. By comparing
the column percentages, we see very large differences in the likelihood of praying often,
depending on how regularly an individual worships. The marginal percentages tell
us that about 45% of all respondents pray often. But among those who worship often,
more than 77% pray often. As worship becomes less frequent, the likelihood of praying
often also becomes lower. Similarly, those who never worship are much more likely
than those who do worship to never engage in prayer. It is noteworthy that about 18%
of respondents who never attend religious services still pray often. But at the opposite
end of the spectrum, less than 1% of those who worship often never pray.
It is important to be clear about what the percentages in a cross-tabulation represent. Column percentages always represent the percentage of the group in the column that
falls into a category of the dependent variable. In this case, that means that the column
percentages are the percentage of those who worship often (for example) who pray
often, occasionally, or never.
We have constructed this example with worship as the independent variable
and prayer as the dependent variable. But what if we want to reverse causality and
examine the frequency distribution of the worship variable for each of the three categories of the prayer variable? The assumption here would be that praying often
makes people inclined to go to religious services more often. Using the same raw
frequencies shown in Tables 3.7 and 3.8, we can construct a table that uses “row percentages” instead of “column percentages.” Row percentages show the percentage
of the group in the row that falls into each category of the other variable. This version
is contained in Table 3.10.
Now, the percentages in each cell add up to 100% horizontally, not vertically.
Look at the upper-left cell. How is that 60% calculated? It is the raw number of

Table 3.10

Effect of Frequency of Prayer on Worship, Row Percentages

Frequency of Prayer

Worships Often

Worships Occasionally

Never Worships

Total

Prays often

60%
(N = 595)

28.2%
(N = 279)

11.8%
(N = 117)

100%
(N = 991)

Prays occasionally

20%
(N = 166)

53%
(N = 439)

26.9%
(N = 223)

100%
(N = 828)

Never prays

  1.6%
(N = 6)

11.8%
(N = 43)

86.6%
(N = 316)

100%
(N = 365)

Total

35.1%
(N = 767)

34.8%
(N = 761)

30.0%
(N = 656)

100%
(N = 2,184)

Source: World Values Survey (Wave 6).
Total percent may not sum to 100 due to rounding.
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respondents who pray often and worship often (595), divided by the number of people who pray often (991).
row% =

f
(100)
row total

595
= 0.60
991
Of those who pray often, 60% also worship often.
The marginal percentages in this case are shown in the bottom row. They give the
percentage of the full sample who worship at each rate. In other words, 35.1% of all
respondents report they worship often (767/2,184 = 0.351).
When we use row percentages, we are in a sense reversing our model of causality.
We are looking at the three categories of prayer and asking, for each of these categories:
What is the distribution of the worship variable? Tables 3.9 and 3.10 may look alike, but
they present the data differently, and one needs to be very attentive to the difference
between a column percentage and a row percentage.
If the independent variable is arrayed in the columns across the top of the table, and
the dependent variable is presented across the rows, then the column percentage allows
us to assess the effect of the independent variable on the dependent variable. For that
kind of table setup, think about comparing differences between columns. This is what
Table 3.9 shows. On the other hand, if the independent variable is in the rows, this calls
for the row percentage. This is what we have done in Table 3.10. For this kind of table
setup, think about comparing differences between rows. In some cases, even if the independent variable is in the columns, a researcher may want to look at the composition
of the independent variable in terms of categories of the dependent variable and would
use row percentages. For example, in Table 3.5 (effect of gender on position on abortion),
we might want to know the gender makeup of those who oppose abortion. Row percentages would tell us what percentage of abortion opponents are women versus men.
There is one additional form a cross-tabulation can take. Instead of using the column or row percentage, we can use the total percentage, which gives the percentage of
the full sample that falls into a given cell. This answers a different question. Here, we
are seeking to understand the joint distribution of independent and dependent variables among all respondents.
Table 3.11 shows an example of a cross-tabulation with total percentages in each cell.
Let’s begin with the upper-left cell. The entry in that cell reads 27.2%. This is the raw
number of respondents who pray often and worship often (595), divided by the total
number of respondents (2,184).
tot% =

f
(100)
total N

595
= 0.272
2,184
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Table 3.11 Joint Distribution of Prayer and Worship Variables, Total Percentages
Frequency of Prayer

Worships Often

Worships Occasionally

Never Worships

27.2%

23.8%

5.4%

45.4%

(N = 595)

(N = 279)

(N = 117)

(N = 991)

7.6%

20.1%

10.2%

37.9%

(N = 166)

(N = 439)

(N = 223)

(N = 828)

0.3%

2.0%

14.5%

16.7%

(N = 6)

(N = 43)

(N = 316)

(N = 365)

35.1%

34.8%

30.0%

(N = 767)

(N = 761)

(N = 656)

Prays often
Prays occasionally
Never prays
Total

Total

100%
(N = 2,184)

Source: 2011 World Values Survey.
Total percent may not sum to 100 due to rounding.

Of all respondents, 27.2% are people who worship often and pray often. There are
nine cells in the body of this table, and if we add up the percentages in each of these
nine cells, the sum will be 100%. Notice that there are also marginal percentages
(labeled “Total” because they refer to the total respondents in each row or column)
on both the right side and the bottom of the table; they show the same thing they did
in Tables 3.9 and 3.10: the percentage of all respondents who fall into each category
of each variable.
Column, row, and total percentages each answer different questions. If we stick to
the convention of presenting the independent variable in the columns, column percentages let us examine how the dependent variable differs among categories of the
independent variable. If the independent variable is in the rows, row percentages tell
us the same thing. It can be useful to ask yourself “percentage of what group?” when
interpreting a percentage in a cross-tabulation. In the case of column percentages, the
answer to that question is always “the percentage of the column.” In the case of row
percentages, the answer is always “the percentage of the row.” In the case of total percentages, the answer is always “the percentage of the total sample.”

BOX 3.1: APPLICATION

Practice Calculating Column, Row, and Total Percentages
We might predict that people’s marital status (and thus their experience with marriage and
divorce) might affect their opinion on divorce law. Table 3.12 uses 2016 GSS data to show the
raw frequencies for the relationship between marital status and opinion about whether divorce
should be easier, more difficult, or stay the same as it is now.
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Table 3.12 Opinion on Divorce Law, by Marital Status, Raw Frequencies
Divorce Should:

Married

Widowed/Divorced/
Separated

Never Married

Total

Be easier

284

230

169

683

Be more difficult

367

192

125

684

Stay the same

184

121

67

372

Total

835

543

361

1,739

Source: 2016 General Social Survey.

Using these data, practice calculating column percentages. The correct percentages are shown
in Table 3.13.
Table 3.13 Opinion on Divorce Law, by Marital Status, Column Percentages
Divorce Should:

Married

Widowed/Divorced/
Separated

Never Married

Total

Be easier

34.0%

42.4%

46.8%

39.3%

Be more difficult

44.0%

35.4%

34.6%

39.3%

Stay the same

22.0%

22.3%

18.6%

21.4%

Total

100%

100%

100%

100%

Source: 2016 General Social Survey.
Total percent may not sum to 100 due to rounding.

Now, practice calculating row percentages and total percentages for each cell. The correct
answers are shown below in Table 3.14. (Row percentages are on top; total percentages are
below in parentheses.)
Table 3.14 Opinion on Divorce Law, by Marital Status, Row and (Total) Percentages
Divorce Should:
Be easier
Be more difficult
Stay the same
Total

Married

Widowed/Divorced/
Separated

Never Married

41.6%

33.7%

24.7%

(16.3%)

(13.2%)

(9.7%)

53.7%

28.1%

18.3%

(21.1%)

(11.0%)

(7.2%)

49.5%

32.5%

18.0%

(10.6%)

(7.0%)

(3.9%)

48.0%

31.2%

20.8%

Total
39.3%
39.3%
21.4%
100%

Source: 2016 General Social Survey.

Does marital status affect opinion on divorce law? How? How can you tell?
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BOX 3.2: IN DEPTH

Collapsing Categories in Cross-Tabulations
When we analyze the relationship between variables with many categories, we often must condense the categories into a manageable number. Let’s say we are analyzing the effect of age
(independent variable) on electoral turnout (dependent variable). Turnout is easy to use; it has
only two categories (voted and didn’t vote). But age runs from our youngest respondent (usually
eighteen years old) to our oldest respondent (ninety or older in many surveys). We obviously
need to condense age into several categories. There is no hard-and-fast rule about how many
categories is too many for cross-tabulations, but too many categories will produce tables that are
unwieldy and hard to interpret. When collapsing, or combining, categories, we need to make
sure that each new category retains enough cases to conduct a meaningful cross-tabulation and
that the new categories combine the original categories in a way that makes logical sense.
Take a look at Table 3.3. It examines the relationship between party identification and ideological
identification. Each variable has three categories, and the resulting table, with nine cells, is easy
to read. In this instance, both variables are condensed versions of the original party identification
and ideological identification variables. In original form, each variable had seven categories, and,
if we had not recoded them, this would have produced a 7 × 7 table, with forty-nine cells! Variables with this many categories would yield a table with so many cells that we would be unable
to recognize patterns in the data. When you construct a cross-tabulation, make sure that the variables have a “reasonable” number of categories. Five categories or fewer is usually reasonable.
But depending on sample size and the scale of the original variable, you may need to retain more
or fewer categories.

Interpreting the Strength of Relationships
Examining differences across columns (or rows, if the table uses row percentages) shows
whether a relationship exists between two variables in a cross-tabulation. If percentages
differ across columns, this is evidence that the two variables are related. But how do
we know whether the cross-tabulation reveals a strong relationship between the two
variables? As we noted above, the larger the difference in percentages, the stronger
the relationship. But how large does the difference need to be to indicate a strong
relationship? One helpful way to conceptualize the strength of a relationship is to think
about strength as having three categories: weak, moderate, and strong. While there
are no clear boundaries separating weak from moderate, and moderate from strong,
relationships, it is helpful to use these categories as a guide to assessing the strength
of the relationship. Let’s look at some examples of relationships to think about how to
assess their strength.
It is becoming increasingly common for adult children to return to live in their
family’s home after having been independent, a phenomenon commonly called “boomeranging.” In 2016, the GSS asked respondents whether they thought that grown
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children moving back home to live with their parents was generally a good idea
or a bad idea. What factors might predict attitudes about boomeranging? Research
shows that immigrants live in intergenerational households more often than non-immigrants, which might also suggest that they have more favorable attitudes toward
boomeranging than do non-immigrants.4 Based on that research, we use nativity
status—whether respondents were born in the United States—as the independent
variable. Table 3.15 shows attitudes about adult children moving back in with their
parents by nativity status.
Table 3.15 Effect of Nativity Status on View of Boomeranging, Column Percentages
Born in the United
States

Not Born in the
United States

Total

Good idea

40.9%

57.2%

43.0%

Bad idea

36.1%

21.4%

34.2%

It depends

23.0%

21.4%

22.8%

Total

100%

100%

100%

Source: 2016 General Social Survey.

Examining the percentage differences across the columns for “Good idea” and
“Bad idea” indicates that there is a relationship between nativity status and views
of boomeranging. Higher percentages of those not born in the United States thought
that adult children moving in with their parents is a good idea, and lower percentages
thought it was a bad idea. But how strong is this relationship? About 41% of those born
in the United States saw boomeranging as a good idea, compared to 57% of those who
were not born in the United States, a difference of 16 percentage points. The difference
between non-immigrants and immigrants in viewing boomeranging as a bad idea is
similar in size, about 15 percentage points. These differences are notable, though they
do not indicate diametrically different views across the two groups. Based on these
differences, we might characterize the strength of the relationship between nativity
status and attitudes about adult children moving back in with their parents as a moderate one.
Refer back to Table 3.4 for an example of an even stronger relationship than that shown
in Table 3.15. There, we saw a 76-percentage-point difference between the percentage of
liberals and conservatives who identify as Democrats and a 76-percentage-point difference between the percentage of liberals and conservatives who identify as R
 epublicans.
We could characterize the relationship between political ideology and party affiliation
as a strong relationship, much stronger than the relationship between nativity and
opinions about boomeranging.
Another way to think about the strength of a relationship in a cross-tabulation is
to compare the size of the differences in the table to the size of the differences for the
strongest (or weakest) possible relationship that could exist. Table 3.16 presents what
the strongest possible relationship between these two variables would look like.
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Table 3.16 Effect of Nativity Status on View of Boomeranging, Column
Percentages (Hypothetical)

Good idea
Bad idea
It depends
Total

Born in the United
States

Not Born in the
United States

Total

0%

100%

13.0%

100%

0%

87.0%

0%

0%

0%

100%

100%

100%

The hypothetical results in Table 3.16 show that nativity status perfectly predicts
opinions about boomeranging. All those born in the United States think it is a bad idea
for adult children to move back in with their parents, while all those born outside the
United States think it is a good idea. There is a 100-percentage-point difference in views
of boomeranging between those who were and were not born in the United States
(Because about 13% of the U.S. population was born in other countries, 13% of the overall hypothetical sample sees boomeranging as a good idea.5) We would rarely observe
such a strong relationship with real data because there are many factors in the social
world that affect any given dependent variable besides the independent variable. For
example, along with nativity status, financial resources probably shape what people
think of adult children moving back home with their families.
Whereas the strongest possible difference between categories in a cross-tabulation
is 100 percentage points, the weakest possible difference is 0 percentage points, which
happens when the same percentage of cases falls into the two cells being compared.
Characterizations of relationships as weak, moderate, or strong should be informed by
the hypothetical strongest and weakest differences as well as comparisons to similar
relationships found in past research.
In addition to characterizing the strength of a relationship between variables, we
also always describe the nature of that relationship. In other words, you would not only
say that there is a moderate relationship between whether respondents were born in
the United States and their attitudes about boomeranging. That does not tell us which
group is more supportive of boomeranging. You would say that respondents born outside the United States are moderately more supportive of boomeranging than those
born in the United States.

Interpreting the Direction of Relationships
Whereas the strength of a bivariate relationship in a cross-tabulation can be
assessed for relationships between variables measured at any level, the direction
of a relationship can be assessed only between ordinal or interval-ratio variables.
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A positive relationship occurs when the values of both variables increase together, and
a negative relationship (also called an inverse relationship) occurs when the values
of one variable increase while the other variable’s values decrease (and vice versa). In
other words, in a positive relationship, the values of both variables move together in
the same direction. In a negative or inverse relationship, the values move in opposite
directions. If the categories of either variable are not rank-ordered, as with nominal
variables, then the relationship can have no direction.
Returning to the 2016 GSS, we examine the relationship between two ordinal
variables: respondents’ social class and their general happiness, which respondents
rated as “very happy,” “pretty happy,” or “not too happy.” Social class has two categories: (1) lower class or working class and (2) middle class or upper class.* In colloquial terms, can money buy happiness? What would you hypothesize about this
relationship? One might imagine that higher social class status would lead people to
feel happier. This is a hypothesis about a positive relationship between the variables,
in which higher class status would be associated with higher levels of happiness and
(conversely) lower class status would be associated with lower levels of happiness.
The values of the variables would go up or down in tandem. Table 3.17 gives the result
of the cross-tabulation.
Table 3.17 Effect of Social Class on Happiness, Column Percentages
Lower or
Working Class

Middle or
Upper Class

Total

Very happy

23.2%

34.9%

28.2%

Pretty happy

56.0%

56.0%

56.0%

Not too happy

20.8%

9.1%

15.8%

Total

100%

100%

100%

Source: 2016 General Social Survey.

Table 3.17 shows that there is a positive relationship between class and happiness. Compare the percentages of lower-/working- and middle-/upper-class respondents who say they are very happy. Only 23% of the lower-class group, compared to
35% of the higher-class group, are very happy. On the other end of the scale, 21% of
lower-/working-class respondents say they are not too happy, compared with only 9%
of m
 iddle-/upper-class respondents. (The same percentage of both groups say they
are pretty happy.) As class status increases, happiness increases. And as class status
decreases, happiness decreases. It may seem confusing to say that both of these statements are true or that decreasing values of the two variables are characteristic of a

* For the purpose of illustration, we have combined the four categories of the original GSS variable into two categories.
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positive relationship. Remember, the key rule is that when variables are positively
related, their values move in the same direction.
Before discussing the results, we pause to acknowledge that producing numerical
results, such as a cross-tabulation, is not the end of a statistical analysis. There is another
step, which is to think carefully about the story that the data tell and how that story
helps us to answer the research question that motivated the analysis. This interpretation skill is as important in statistics as the ability to conduct a statistical analysis. After
all, we use statistics as a means to answering interesting questions. We need to be able
to explain the answers that the results offer us.
Unlike with many of the statistical analyses that we examine in this book, there are
few clear rules about how to explain the results of cross-tabulations in words. But here
are some general guidelines for interpreting the results of a cross-tabulation. First, state
the general qualities of the relationship between the two variables, the strength and
direction (if appropriate), and do so in terms that a non-expert would understand. After
stating the general qualities, give specific examples from the table to illustrate them.
Finally, state how the relationship between the two variables answers the research
question that guided the analysis. We can think about this process of explaining results
in words as telling the data’s story.
Let’s tell the story of the cross-tabulation shown in Table 3.17:
• State the direction of the relationship in clear language.

There is a positive relationship between social class status and self-reported
happiness. As class status increases, people are more likely to say that they are very
happy.
• State the strength of the relationship in clear language.

This is a moderately strong relationship, with class status associated with a
noticeable, but not extremely large, difference in self-reported happiness.
• Give a specific example(s) from the data to illustrate the direction and strength.

For example, whereas less than a quarter (23%) of lower-status respondents said
they were very happy, 35% of higher-status respondents said they were very
happy, a difference of 12 percentage points. Conversely, only 9% of higher-status
respondents were “not too happy,” compared with 21% of lower-status respondents,
also a 12-percentage-point difference.
• Relate the findings back to the research question.

We expected that people of higher social class status would be happier because of
their higher social status and economic security, while people of lower class status
would report lower happiness because of economic insecurity or social stigma
attached to their class status. The results are consistent with this expectation, but
the differences between the two groups are less dramatic than one might have
expected. This suggests that factors other than class status also affect how people
rate their happiness.
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Following the general steps suggested above for explaining the results of a crosstabulation in words will yield a description that includes all of the necessary elements
and is understandable to non-specialists.
We can use another example to see what a negative or inverse relationship looks
like. We will examine how television viewing is related to a popular family activity,
visiting zoos and aquariums. You may have heard the admonition that too much television will rot your brain. Some are also concerned that it keeps people from engaging
in active pursuits. As television viewing increases, do visits to the zoo and aquariums
decrease? In other words, is television viewing negatively related to zoo and aquarium visits? The 2016 GSS asked respondents how often they watch television and how
often they visit zoos and aquariums. Table 3.18 presents the cross-tabulation of these
two variables.
Table 3.18 Effect of Television Viewing on Aquarium and Zoo Visits, Column
Percentages
0 or 1 Hour

2 Hours

3 to 4 Hours

5 or More Hours

0 visits

45.6%

47.4%

53.6%

71.0%

53.2%

1 visit

31.7%

29.2%

32.1%

19.8%

28.9%

2 or more visits

22.7%

23.1%

14.2%

9.2%

17.9%

Total

100%

100%

100%

100%

Total

100%

Source: 2016 General Social Survey.
Total percent may not sum to 100 due to rounding.

What story do the data in Table 3.18 tell us? The data show that there is a moderately negative relationship between television viewing and visiting aquariums and
zoos. As viewing increases, frequent visits decrease, and as viewing increases, never
visiting zoos or aquariums increases. For example, 71% of heavy viewers never visited
a zoo or aquarium in the past year, compared to about 54% of moderate viewers (3 to
4 hours per day). This difference of 17 percentage points is much larger than the difference between very light and light viewers or light and moderate viewers. These results
suggest that television viewing is only weakly related to frequency of zoo and aquarium visits until high levels of viewing are reached (more than 4 hours). There is little
support in Table 3.18 for the claim that spending any amount of time at all watching
television interferes with family activities.
While we see that heavy television viewing is negatively related to attending zoos
and aquariums, we must exercise caution in interpreting this bivariate association as
a causal relationship. There could be other factors driving the relationship between
television viewing and attending zoos and aquariums. For example, having children
could cause people to watch less television and go to zoos and aquariums more often.
We focus on determining causality in chapter 13, but it is useful to keep in mind here
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that a relationship between an independent variable and a dependent variable is insufficient evidence to conclude that changes in the independent variable cause changes in
the dependent variable.

Graphical Representations of Bivariate
Relationships
Cross-tabulations are one way of visually representing the relationship between two
variables, but for some people graphical representations are easier to digest. In this
section, we cover clustered bar graphs and stacked bar graphs as alternative modes
of representing the relationship between two variables. Figures 3.1 and 3.2 show
a clustered bar graph and a stacked bar graph, respectively, representing the same
relationship between television viewing and visiting zoos and aquariums shown in
Table 3.18.
Figures 3.1 and 3.2 present the same information—and the same as was presented
in Table 3.18—but they use different methods for doing so. The difference between the
clustered and stacked bar graphs is that the distribution of cases across each category
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47.4
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19.8
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Figure 3.1 Clustered Bar Graph, Distribution of Zoo and Aquarium Visits, by
Television Viewing
Source: 2016 General Social Survey.
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Figure 3.2 Stacked Bar Graph, Distribution of Zoo and Aquarium Visits,
by Television Viewing
Source: 2016 General Social Survey.

of television viewing is shown in separate bars in the clustered graph (Figure 3.1) and
on the same bar in the stacked graph (Figure 3.2). In Figure 3.1, the sum of the percentages for the three bars in each cluster is 100%. In Figure 3.2, the sum of the sections of
each bar is 100%. Notice that each cluster of bars in Figure 3.1, and each single bar in
Figure 3.2, corresponds to a column in Table 3.18. Looking at the figures, we can see
graphically the same story presented by Table 3.18: There is relatively little difference
among the first three categories of television viewing in how often respondents visited
aquariums or zoos. The only category that stands out as markedly different is those
who viewed 5 or more hours of television a day, who were somewhat less likely to visit
an aquarium or zoo.
There is no inherent advantage to any of these three modes of presenting bivariate
distributions—cross-tabulations, clustered bar graphs, or stacked bar graphs. Supplementing a cross-tabulation with either a clustered or stacked bar graph offers a visual
representation of the data that some viewers find more intuitive.
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Chapter Summary

This chapter introduced you to examining bivariate relationships, or relationships
between two variables, by means of cross-tabulation. Below, we review the definitions of terms, steps for generating a cross-tabulation, and graphical representations
of bivariate relationships covered in this chapter.
•

Cross-tabulations are tables that present frequency distributions for the dependent variable separately for each category of the independent variable.

•

The independent variable is the variable that we suspect causes changes in the
other variable.

•

The dependent variable is the variable that we seek to explain.

•

The strength of the relationship between two variables in a cross-tabulation
refers to the sizes of the differences in percentages across categories of the
independent variable.

•

The direction of the relationship for variables that are ordinal or interval-ratio
indicates whether values of the dependent variable increase (a positive relationship) or decrease (a negative relationship) as values of the independent
variable increase.

The steps for generating a cross-tabulation between two variables are:

1. Make sure your variables do not have too many categories. Collapse categories
if necessary.

2. Identify which variable is the independent variable and which is the dependent

variable. Decide whether you want to arrange the categories of the independent
variable across the columns or down the rows of the table. The convention is to
arrange them across the columns, and the rest of the steps assume this approach.

3. Count the number of cases that occur for each combination of the two variables’
categories. (Multiply the number of categories of the independent v ariable by
the number of categories of the dependent variable to determine the number
of combinations.) Enter the number of cases that occur at each combination
of the two variables into the cells of the table. With large samples, we rely on
statistical software to perform this sorting.

4. Count the number of cases that fall into each category of the independent and
dependent variables. Enter the number of cases that fall into each category of
the independent variable in the bottom row. Enter the number of cases that fall
into each category of the dependent variable in the last column.

5. Convert frequencies for each cell into percentages. For column percentages,

divide the frequency in each cell by the number of cases that fall into that column. For the last column, divide the frequencies of the cells by the total sample
size. For the last row, sum the percentages of each cell in the column. For row
percentages, divide the frequency in each cell by the number of cases that fall
into that row. For total percentages, divide the frequency in each cell by the
total number of cases.
f
(100)
col% =
col total
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f
(100)
row total
f
(100)
total N

• A clustered bar graph shows the distribution of the dependent variable with

a clustered set of bars for each category of the independent variable. The
bars within each cluster show the percentage of cases that fall within each
category of the dependent variable for a given category of the independent
variable.
• A stacked bar graph shows the distribution of the dependent variable with
just one bar for each category of the independent variable. Each bar shows
the percentage of cases for a given category of the independent variable
that fall within each category of the dependent variable.

We will begin with the two variables from the WVS. The independent variable, college, measures whether respondents attended college, with two categories—“yes”
and “no.” The dependent variable, confidence in television (tvconf), indicates the
level of confidence respondents have in television as an organization, divided into
two categories: confidence and little to no confidence.*

Using Stata

How does going to college affect students? The answer to this question often
focuses on the specific skills that students learn, but research suggests that
college also shapes the way people see the world. In this section, we will use
cross-tabulation to examine this question, using data from Wave 6 of the World
Values Survey (WVS) and the 2012 General Social Survey (GSS). Using the WVS,
we will ask how level of education is related to confidence in television as an organization. Using the GSS, we will ask how level of education is related to views of
the scientific status of two fields: sociology and medicine. In both cases, level of
education is the independent variable that we suspect shapes the views measured
by the dependent variable.

Open WVSWave6.dta. To generate a cross-tabulation between college and tvconf,
we use the same “tabulate” command that we used to generate frequency distributions for single variables in chapter 2. Type the following command into Stata:
tabulate tvconf college, column
With the “tabulate” command, the first variable following the command will always
be arranged down the rows of the table, and the second variable will always be
arranged across the columns.

* The college variable is derived from the original WVS variable called V248. The tvconf variable is derived from the
original WVS variable called V111.
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Following the convention of placing the independent variable across the columns of the
table, college is the second variable listed. The “column” option after the comma tells
Stata that it should calculate column percentages. The output is shown in Figure 3.3.

Figure 3.3
Stata provides us with a key in the upper-left corner of the output telling us that the
top value in each cell is the frequency and the bottom value is the column percentage. Is there a relationship between attending college and confidence in television
as an organization? The results in the table suggest that there is a moderate negative relationship between these variables. For example, more than half of those
who attended college (56%) have little to no trust in television, compared to 47%
of those who did not attend college. These results suggest that college might condition people to be somewhat more skeptical of television than people who never
attended college.
Next, we turn to our GSS variables: level of education and views of sociology and
medicine as scientific. Does attending college shape people’s views of either of these
fields as scientific? Just as with the last example, we will use the variable college as the
independent variable. We will use two dependent variables in separate cross-tabulations: (1) whether respondents find sociology to be scientific (socisci) and (2) whether
they find the field of medicine to be scientific (medicsci).
Open GSS2012.dta and type the following two “tabulate” commands into Stata to
generate the cross-tabulations:
tabulate socisci college, column
tabulate medicsci college, column
The output for both commands is shown in Figures 3.4 and 3.5.
Taken together, the results produce an interesting story. In the first table, we can see
that there is a positive relationship between college attendance and seeing sociology
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Figure 3.4

Figure 3.5
as a scientific field. Well more than half (62%) of college attenders thought that sociology was at least “pretty” scientific, while only 53% of those who did not attend
college saw sociology this way. This difference of 9 percentage points indicates a
moderate relationship. However, moving to the second table, we see that there is no
relationship between college attendance and seeing the field of medicine as scientific. Nearly all respondents saw medicine as at least “pretty” scientific, regardless of
college attendance. Why would this be? While it is well-known that the field of medicine uses traditionally scientific approaches, far fewer people are acquainted with
the field of sociology. The positive effect of college attendance on viewing sociology
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as scientific suggests that exposure to sociology (which for most people occurs in
college) probably nudges people toward seeing the field as scientific. However, the
fact that almost 40% of college attenders still see sociology as non-scientific shows us
that there are a number of people who continue to see the field as unscientific even
when they are exposed to it.
Let’s say we wanted to generate another cross-tabulation between college and seeing sociology as scientific, but this time with row percentages. What syntax do you
think we might use? The difference is simple. Instead of specifying the “column”
option, we specify “row” at the end of the command:
tabulate socisci college, row
The output is shown in Figure 3.6.

Figure 3.6
The data in this table tell a different story from the cross-tabulation that calculated
column percentages. Here we see that 66% of the respondents who saw sociology
as scientific did not attend college but also that 74% of those who saw sociology as
unscientific did not attend college. This reflects the fact that there are more non-
college attenders (293) in the sample than college attenders (129). Therefore, it is not
surprising that the majority of those who saw sociology as scientific and unscientific
did not attend college.

Review of Stata Commands
•

Generate a cross-tabulation, specifying the option of column or row
percentages
tabulate row variable column variable, (column)
tabulate row variable column variable, (row)
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We will begin with the two variables from the WVS. The independent variable, college, measures whether respondents attended college, with two categories—“yes”
and “no.” The dependent variable, confidence in television (tvconf), indicates the
level of confidence respondents have in television as an organization, divided into
two categories: confidence and little to no confidence.*

Using SPSS

How does going to college affect students? The answer to this question often
focuses on the specific skills that students learn, but research suggests that college
also shapes the way people see the world. In this section, we will use cross-tabulation
to examine this question, using data from Wave 6 of the World Values Survey (WVS)
and the 2012 General Social Survey (GSS). Using the WVS, we will ask how level of
education is related to confidence in television as an organization. Using the GSS, we
will ask how level of education is related to views of the scientific status of two fields:
sociology and medicine. In both cases, level of education is the independent variable
that we suspect shapes the views measured by the dependent variable.

147

Open WVSWave6.sav. To generate a cross-tabulation between college and tvconf,
we use the following sequence of menu commands:
Analyze → Descriptive Statistics → Crosstabs
When we use the SPSS “crosstab” procedure, we always place the dependent variable in the row box and the independent variable in the column box.
Since we want to examine the effect of a college education on confidence in television, we will place tvconf, our dependent variable, into the row box and college, our
independent variable, into the column box (Figure 3.7).

Figure 3.7
* The college variable is derived from the original WVS variable called V248. The tvconf variable is derived from the
original WVS variable called V111.
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If we were to run the cross-tabulation now, SPSS would produce output containing
only the raw frequencies in each cell of the table—this is the default setting for SPSS.
But we want SPSS to calculate the column percentages as well. So before clicking
“OK” in the “Crosstabs” dialog box, we click on “Cells” (circled above). This will open
up a new “Crosstabs: Cell Display” dialog box. In this box, we tell SPSS that we want
column percentages by checking the small box next to Column (circled in Figure 3.8).

Figure 3.8
After we click “Continue,” SPSS returns us to the “Crosstabs” box, where we click
“OK.” This will produce the desired output. Each cell will contain the raw frequency
(or count) and the column percentage (Figure 3.9).

Figure 3.9
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The top value in each cell is the frequency (or count), and the bottom value is the
column percentage. Is there a relationship between attending college and confidence
in television as an organization? The results in the table suggest that there is a moderate negative relationship between these variables. For example, more than half of
those who attended college (56%) have little to no trust in television, compared to
47% of those who did not attend college. These results suggest that college might
condition people to be somewhat more skeptical of television than people who never
attended college.
Next, we turn to our GSS variables: level of education and views of sociology and
medicine as scientific. Does attending college shape people’s views of either of these
fields as scientific? Just as with the last example, we will use the variable college as the
independent variable. We will use two dependent variables in separate cross-tabulations: (1) whether respondents find sociology to be scientific (socisci) and (2) whether
they find the field of medicine to be scientific (medicsci).
Open GSS2012.sav. We begin by generating two cross-tabulations with column
percentages:
In the first cross-tabulation, our dependent (row) variable is socisci, and our
independent (column) variable is college (Figure 3.10).

Figure 3.10
We must make sure to request Column percentages after clicking on “Cells.”
In the second cross-tabulation, our dependent (row) variable is medisci, and our
independent (column) variable is college.
The output for both procedures is shown in Figures 3.11 and 3.12.
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Figure 3.11

Figure 3.12
Taken together, the results produce an interesting story. In the first table, we can see
that there is a positive relationship between college attendance and seeing sociology as
a scientific field. Well more than half (62%) of college attenders thought that sociology
was at least “pretty” scientific, while only 53% of those who did not attend college saw
sociology this way. This difference of 9 percentage points indicates a moderate relationship. However, moving to the second table, we see that there is no relationship between
college attendance and seeing the field of medicine as scientific. Nearly all respondents saw medicine as at least “pretty” scientific, regardless of college attendance.
Why would this be? While it is well-known that the field of medicine uses traditionally
scientific approaches, far fewer people are acquainted with the field of sociology. The
positive effect of college attendance on viewing sociology as scientific suggests that
exposure to sociology (which for most people occurs in college) probably nudges people toward seeing the field as scientific. However, the fact that almost 40% of college
attenders still see sociology as non-scientific shows us that there are probably a number
of people who continue to see the field as unscientific even when they are exposed to it.
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Let’s say we wanted to generate another cross-tabulation between college and seeing sociology as scientific, but this time with row percentages. The steps are exactly
the same as we have seen so far, with one exception. In the “Cell Display” dialog box,
we would select Row Percentage instead of Column Percentage (Figure 3.13).

Figure 3.13
The output is shown in Figure 3.14.

Figure 3.14
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The data in this table tell a different story from the cross-tabulation that calculated
column percentages. Here we see that 66% of the respondents who saw sociology
as scientific did not attend college but also that 74% of those who saw sociology as
unscientific did not attend college. This reflects the fact that there are more non-
college attenders (293) in the sample than college attenders (129). Therefore, it is not
surprising that the majority of those who saw sociology as scientific and unscientific
did not attend college.

Review of SPSS Procedures
•

Generate a cross-tabulation:
Analyze → Descriptive Statistics → Crosstabs
• Dependent variable in Row Box; independent variable in Column Box
• Click on “Cells” to select Column and/or Row percentage

1. Coachella has been a popular summer music festival in the United States since

Practice Problems

it started in 1999. When Beyoncé headlined the festival in 2018, she became
the first black woman headliner. Table 3.19 lists the race and gender of each
artist who performed as an individual headlining act at Coachella since 1999.

Table 3.19 Coachella Individual Headliners, 1999–2018
Name

Race

Gender

Beck

White

Man

Björk

White

Woman

Prince

Black

Man

Roger Waters

White

Man

Jack Johnson

White

Man

Jay-Z

Black

Man

Drake

Black

Man

Jack White

Black

Man

Calvin Harris

White

Man

Lady Gaga

White

Woman

Kendrick Lamar

Black

Man

The Weeknd

Black

Man

Eminem

White

Man

Beyoncé

Black

Woman

a. Use this information to create a cross-tabulation of the race and gender
of Coachella headliners. Put gender on the columns and race on the rows.
Include column percentages, total percentages, and frequencies in the
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cells. Be sure to include marginal frequencies and percentages in the last
column of the table. Properly label all columns and rows, and give the table
an appropriate title.
b. What does the total percentage in the cell for white men mean? What does
the column percentage in that cell mean?
c. Use the table’s total percentages to identify the groups that have been
most often and least often represented among headliners at Coachella.
d. Has representation of black performers relative to white performers been
higher among men or women headlining the festival?
e. Can you assess the strength and direction of the relationship between the
two variables shown in the cross-tabulation? Explain your answer.
f.

Imagine that Coachella had only one individual headliner the following year,
a black woman. Recalculate the column percentages for each cell in the
table that you made with the addition of this performer.

g. How has the addition of this performer changed the strength of the relationship between race and gender among Coachella’s headliners?
h. What does the addition of this single case to the group of headliners tell us
about how sample size can influence cross-tabulation?

2. In 2017, the Pew Research Center asked respondents about their experiences

taking time off work for the birth or adoption of a child. In a sample of 1,106
people who took time off from work, a large number of people reported that
their leaves had been unpaid.
a. Use the following information to create a cross-tabulation of gender and
paid leave status for the sample of parents who took time off from work:
• 732 women took leave; 410 of them received pay during their leave, while
322 of them received no pay.
• 374 men took leave; 263 of them received pay, and 111 of them did not.
Place gender in the columns and paid leave status in the rows. In each
cell, include the appropriate frequency and column percentage. Be sure
to include marginal frequencies and percentages in the last column of the
table. Properly label all columns and rows, and give the table an appropriate title.
b. Which is the independent variable in the table? Which is the dependent
variable?
c. Look at the cell for women who received pay while on leave from work.
Explain what the frequency in that cell means. Explain what the percentage
means.
d. Use the results of the cross-tabulation to answer this question: Does gender
influence paid leave status for new parents? Be sure to give specific examples from the table that help you to answer this question, and state the
strength of the relationship.
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3. The Pew Research Center polled the American public about their attitudes

toward guns in 2017. Researchers asked gun owners how important owning a
gun was to their identity. They also asked respondents whether they thought
that people who wanted to do harm would do so regardless of whether they
had a gun or whether people who wanted to do harm are less likely to do so
without a gun. Table 3.20 shows the relationship between the importance of
gun ownership to respondents’ identities and attitudes about how guns affect
whether people will do harm.
Table 3.20 Cross-Tabulation of Importance of Gun Ownership to Identity and
Opinion about People Who Want to Do Harm
Importance of Gun Ownership to Identity
People Who Want
to Do Harm:

Not at All
Important

Not Too
Important

Somewhat
Important

Very
Important

Total

Will find a way to
do harm regardless of gun

67.4%
(N = 118)

84.0%
(N = 178)

89.2%
(N = 124)

93.4%
(N = 128)

82.7%
(N = 548)

Are less likely to
do harm without
a gun

32.6%
(N = 57)

16.0%
(N = 34)

10.8%
(N = 15)

6.6%
(N = 9)

17.4%
(N = 115)

Total

100%
(N = 175)

100%
(N = 212)

100%
(N = 139)

100%
(N = 137)

100%
(N = 663)

Source: 2017 Pew Research Center American Trends Panel.
Total percent may not sum to 100 due to rounding.

a. Which is the independent variable? Which is the dependent variable? How
do you know?
b. Explain in words what the results tell us about the relationship between
these two variables. Be sure to use specific examples from the table.

4. Reconstruct the cross-tabulation in Table 3.20 using row percentages. Explain
how the results of this new table differ from the results in Table 3.20.

5. A blogger wrote a blog post about gun culture in the United States that went viral.
In it, he claimed that American gun culture was “steeped in sexism.” He didn’t
show any data to support his claim. Table 3.21 shows a cross-tabulation of the
importance of gun ownership to gun owners’ identities and how well they think
being a “supporter of women’s rights” describes them.

a. You decide to use the data in the cross-tabulation to evaluate the blogger’s
claim. Specifically, you ask the question: Is there a relationship between
identifying strongly as a gun owner and identifying as a supporter of women’s rights? According to the table, what is the direction of the relationship
between these two variables? Would you characterize it as a strong relationship? Why or why not?
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b. Do you think that these results are consistent with the blogger’s claim
that American gun culture is sexist? Why or why not?
Table 3.21 Cross-Tabulation of Importance of Gun Ownership to Identity and
Supporting Women’s Rights
Importance of Gun Ownership to Identity
“Supporter of Women’s
Rights” Describes
Respondent:

Not at All
Important

Not Too
Important

Somewhat
Important

Very
Important

Total

Extremely well

75.36
(N = 263)

63.98
(N = 270)

54.48
(N = 146)

59.79
(N = 171)

64.15
(N = 850)

Somewhat well

17.19
(N = 60)

28.91
(N = 122)

36.19
(N = 97)

28.32
(N = 81)

27.17
(N = 360)

Not at all well

7.45
(N = 26)

7.11
(N = 30)

9.33
(N = 25)

11.89
(N = 34)

8.68
(N = 115)

Total

100
(N = 349)

100
(N = 422)

100
(N = 268)

100
(N = 286)

100
(N = 1,325)

Source: 2017 Pew Research Center American Trends Panel.

6. The Pew Research Center surveyed a nationally representative sample of U.S.

residents in 2018 and found generational differences in support for expanding
the wall along the U.S. border with Mexico, as shown in Figure 3.15. (Millennials
were born between 1981 and 1996, Generation X-ers between 1965 and 1980,
Baby Boomers between 1946 and 1964, and members of the Silent Generation
between 1928 and 1945.)
100
90
80

2

2

3

7

26
38
48

70

46

60

Don't know

50
40
30

Favor
Oppose

72
60

20

49

47

Boomer

Silent

10
0

Millennial

Figure 3.15
Generation

Generation X

Support for Expanding the Border Wall by

Source: Pew Research Center. March 2018. “The Generation Gap in American Politics.”
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a. What variables are shown in the figure?
b. Which generation is most supportive of extending the border wall between
the United States and Mexico? Which is the least supportive?

7. A local reporter notices that Figure 3.15 from Problem 6 includes a “don’t

know” category for opinions about extending the border wall. She suspects
that those “don’t know” respondents lean toward support and decides to
report the results with those respondents categorized as supporting extending
the wall.
a. Redraw the figure with the respondents who said they don’t know what
they think included in the “favor” category.
b. The reporter uses this new figure to write a story for the local newspaper
with a headline that reads: “Majority of Older Americans Support Border
Wall.” Do you agree with her use of this headline?

8. Table 3.22 shows the effect of family income on smartphone and computer
access at home for U.S. teenagers in 2018.

Table 3.22 Effect of Family Income on Smartphone and Computer Access for
U.S. Teenagers
< $30,000

$30,000–$74,999

$75,000 and Higher

Yes

93%

93%

97%

No

7%

7%

3%

100%

100%

100%

Yes

75%

89%

96%

No

25%

11%

4%

100%

100%

100%

Smartphone access:

Total
Computer access:

Total

Source: 2018 Pew Research Center, “Teens, Social Media & Technology 2018.”

a. Is there a relationship between family income and smartphone access at home?
b. Is there a relationship between family income and computer access at
home?
c. Offer one reason why family income has different effects on smartphone
access and computer access.

9. Use the following data to generate a cross-tabulation between parents’ feelings

about how technology affects their own well-being and how it affects their children’s well-being. It should report total percentages and the appropriate frequencies in each cell. Present parents’ attitudes about how technology affects
them on the columns and how it affects their children on the rows.
• A researcher surveyed a sample of 200 parents with at least one child living
at home.
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• Parents were asked whether they saw technology more as a dangerous

influence in children’s lives or as a useful learning tool. Fifty parents said that
they saw technology more as a dangerous influence, and 150 said they saw it
more as a useful learning tool.
• Parents also reported the extent to which they saw technology as intruding
on their own sense of well-being. Seventy-seven parents said that technology
regularly threatened their sense of well-being, while the remaining 123 said
that technology usually had no effect or a positive effect on their lives.
• Of the 50 parents who saw technology as a dangerous influence on their children, 37 of them said that technology regularly threatened their own well-being.
Of the 150 parents who saw technology as a useful learning tool for their children, 40 of them felt their well-being regularly threatened by technology.

10. In the cross-tabulation that you generated for Problem 9, explain what the

numbers in these two cells mean: (1) parents who feel positively affected or
unaffected by technology AND that technology is a dangerous influence on
their children and (2) parents who feel positively affected or unaffected by technology AND that technology is a useful learning tool for their children.

11. Publicized incidences of civilians being shot by police have led to calls for police

to wear body cameras to record their interactions with the public. Figure 3.16
shows clustered bar graphs of attitudes about body cameras among police and
PANEL A
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33
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PANEL B
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44

40
30

27

20

Public

10
0

Police

5
Officers More
Likely to Act
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6
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Figure 3.16 Opinions about How Body Cameras
Affect the Public’s Behavior toward Police and
Police Officers’ Behavior toward the Public
Source: Pew Research Center. January 2017. “Behind the Badge.”
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the general public. Panel A shows opinions about whether body cameras will
affect the way the public interacts with the police, and panel B shows opinions
about whether they will affect the way police officers interact with the public.
a. What are the two variables being shown in panel A? In panel B?
b. In panel A, what percentage of police officers think that body cameras
would make the public more likely to cooperate? What percentage of the
public agree with that statement?
c. In panel B, what percentage of police officers think that body cameras
would make police officers more likely to act appropriately? What percentage of the public agrees with that statement?
d. Do we see a stronger relationship between whether someone is a member
of the police and attitudes about body cameras in panel A or B?

Stata Problems
Debates about science and religion sometimes represent the two as opposing forces.
Here, you will use data from the World Values Survey (WVS) to address the question:
Is religious belief incompatible with favorable views of science and technology?

1. Open WVSWave6.dta. Follow the same steps that you used in chapter 2 to

generate the variable called scitech, measuring respondents’ attitudes about
whether science and technology improve the world. (Scitech is a new version of
V197. See page 119 for a reminder.)

2. Use the “generate” and “recode” commands to create a new version of V147,

which categorizes respondents as religious, not religious, or atheist. Call this
new variable religious. For the new religious variable, keep the “religious person,” “not a religious person,” and “atheist” categories, and recode all other
categories as missing data. Be sure to attach appropriate value labels to the
three categories of the new variable.

3. Use the “tabulate” command to generate a cross-tabulation of scitech and religious, with religious displayed across the columns and scitech down the rows.
Use the “row” and “column” options in your command to include row and column percentages in the cells of the table.

4. Examine the table shown in the output. Be sure to pay attention to the table’s
Key.

a. Examining column percentages, which is the dependent variable, and which
is the independent variable?
b. Show by hand how the column percentage was calculated in the cell for
respondents who are religious and feel that science and technology have
improved the world. Explain what this percentage means.
c. Use at least one comparison of column percentages to explain whether
these results suggest that religious belief is incompatible with favorable
views of science and technology.
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d. Now, examining row percentages, which is the dependent variable, and
which is the independent variable?
e. Show by hand how the row percentage was calculated in the cell for respondents who are religious and feel that science and technology have improved
the world. Explain what this percentage means.
f.

Use at least one comparison of row percentages to explain whether these
results suggest that religious belief is incompatible with favorable views of
science and technology.

SPSS Problems
Debates about science and religion sometimes represent the two as opposing forces.
Here, you will use data from the World Values Survey (WVS) to address the question:
Is religious belief incompatible with favorable views of science and technology?

1. Open WVSWave6.sav. Follow the same steps that you used in Chapter 2 to
generate the variable called scitech, measuring respondents’ attitudes about
whether science and technology improve the world. (Scitech is a new version of
V197. See page 120 for a reminder.)

2. Use the “recode” procedure to create a new version of V147, which catego-

rizes respondents as religious, not religious, or atheist. Call this new variable
religious. For the new religious variable, keep the “religious person,” “not a
religious person,” and “atheist” categories, and recode all other categories as
missing data. Be sure to attach appropriate value labels to the three categories
of the new variable.

3. Use the “crosstab” procedure to generate a cross-tabulation of scitech and reli-

gious, with religious displayed across the columns and scitech down the rows.
Select the “row” and “column” options to include row and column percentages
in the table.

4. Examine the table shown in the output.
a. When you examine column percentages, which is the dependent variable,
and which is the independent variable?
b. Show by hand how the column percentage was calculated in the cell for
respondents who are religious and feel that science and technology have
improved the world. Explain what this percentage means.
c. Use at least one comparison of column percentages to explain whether
these results suggest that religious belief is incompatible with favorable
views of science and technology.
d. Now, examining row percentages, which is the dependent variable, and
which is the independent variable?
e. Show by hand how the row percentage was calculated in the cell for respondents who are religious and feel that science and technology have improved
the world. Explain what this percentage means.
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f.

Use at least one comparison of row percentages to explain whether these
results suggest that religious belief is incompatible with favorable views of
science and technology.
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